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Algorithmic Mechanism Design
The study of computing with data collected from selfish agents.
Combines the design goals of economic mechanism design with those
traditional in computer science.

Economics:
Incentive compatibility
Optimality for some economic objective

CS:
Polynomial time
Approximate optimality
Various informational constraints: online, polynomial
communication, differentially private, . . .
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Single-item Auction

$4000 $3000 $2000

Vickrey Auction
1 Collect bids
2 Give to highest bidder
3 Charge second highest bid
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Example: Combinatorial Auctions

V1 V2 V3

n players, m items.
Private valuation vi : set of items→ R.

vi(S) is player i’s value for bundle S.
There may be item dependencies

Goal
Partition items into sets S1, S2, . . . , Sn to maximize
v1(S1) + v2(S2) + . . . vn(Sn)
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Example: Generalized Assignment

cost=80
value=10

budget=100

budget=150

n self-interested agents, m machines.
vi(j) is agent i’s value for his task going on machine j. (private)
ci(j) is the cost to machine j of agent i’s job. (public)
bj is machine j’s budget. (public)

Goal
Partial assignment of jobs to machines, respecting machine budgets,
and maximizing total value of agents.

Note: When single machine, this is knapsack.
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Worst Case vs Bayesian

In addition to different design goals (first slide), econ and CS differ in
their model of input and evaluation of solution.

Prior-free (CS): Input is adversarial. Algorithm evaluated by
worst-case performance.
Bayesian (econ): Input is stochastic from known distribution.
Mechanism evaluated by average case performance.

Work in AMD started out prior-free, but over time more and more work
has considered Bayesian models as well as models in between.

This Talk
Focus will be on multi-parameter problems, through the canonical
example of combinatorial auctions.
Overview two representative algorithmic techniques in prior-free
mechanism design, through a unifying lens.
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Basic Definitions

Mechanism
1 Solicit valuations v1, . . . , vn
2 Compute “good” allocation
S1, . . . , Sn

3 Charge payments p1, . . . pn

Example: Vickrey Auction
1 Collect bids
2 Give to highest bidder
3 Charge second highest bid

Helpful to separate a mechanism into:
Allocation rule mapping (v1, . . . , vn) to allocations (S1, . . . , Sn)

Payment rule mapping (v1, . . . , vn) to payments (p1, . . . , pn).
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Basic Definitions

We assume risk-neutral agents

Quasi-linear utility
ui(S, pi) = vi(Si)− pi

We require a worst-case notion of incentive-compatibility

A mechanism is truthful if truth-telling is a dominant strategy for each
player.

i.e. Player maximizes his expected utility by reporting truthfully,
regardless of the reports of others.
In prior-free settings, expectation is over randomness in the
mechanism.
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Research Direction
Combine IC with polytime, in problems where each is achievable in
isolation.

Problems considered, such as variants of CA, are:
NP-hard, yet admit “good” approximation algorithms
Admit “good” IC mechanisms

For multi-parameter problems like CA, in prior-free settings,
more-or-less restricts us to social welfare.

Unclear how to combine both.

Goal
Design mechanisms that are truthful, polynomial time, and have as
good a worst-case approximation ratio as possible for the objective.

Tension
Research has revealed a tension between approximation and incentive
compatibility.
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Tension Between Computational Efficiency and
Incentive Compatibility

IC severely restricts the space of allocation algorithms.
Cycle Monotonicity

Exact welfare maximization satisfies this restriction.
Most “classical” approximation algorithms for welfare or otherwise
do not.
Intuition:

As player changes his report, output allocation changes in an
unstructured manner.
Player can exploit errors of the algorithm by mis-reporting.
No payment scheme which depends only on report can fix this.
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Next Up

Technical groundwork
Two representative techniques for polynomial-time approximation
mechanism design in multi-parameter settings, viewed in a unified
way.
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Recall: Combinatorial Auctions

V1 V2 V3

n players, m items.
Private valuation vi : set of items→ R.

vi(S) is player i’s value for bundle S.
There may be item dependencies

Goal
Partition items into sets S1, . . . , Sn to maximize

∑
i vi(Si)
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Recall: VCG

Vickrey Clarke Groves (VCG) Mechanism for CA

1 Solicit purported valuations: bi(S) for each player i and bundle S

2 Find allocation (S∗
1 , . . . , S

∗
n) maximizing (purported) welfare:

∑
i bi(S

∗
i )

3 Charge each player his externality

The increase in (purported) welfare of other players if he drops out

Problem
When the allocation problem is NP-hard, VCG cannot be implemented in
polynomial time.

Fortunately
There are “special” approximation algorithms that preserve truthfulness when
plugged into second step of VCG.
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Note
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Maximal in Distributional Range Algorithms

Maximal in Distributional Range

1 Fix subset R of distributions over allocations up-front, called the
distributional range.

Independent of player valuations
2 Given player values, find the distribution in R maximizing

expected social welfare.
3 Sample this distribution

Special case with R ⊆ Ω called Maximal-in-Range.
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Maximal in Distributional Range Algorithms

Output

V1 V2 V3
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Example of MIR

Due to Dobzinski, Nisan, and
Schapira ’05.

Range
Allocations that either allocate
all items to a single player, or
each player at most one item.

Lemma
When players have complement-free valuations, there is always an
allocation in the range guaranteeing a

√
m approximation.

Lemma
There is a polynomial-time algorithm for optimizing over this range.

Reduces to maximum matching.
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Example of MIDR

Independent lottery:
Associates with each player i and item j probability xij that i gets j
Each item j assigned independently with those probabilities.

Each set of fractions xij defines a different independent lottery
The set of independent lotteries is a distributional range.
Fact: MIDR over all independent lotteries is as hard as exact
optimization.

Later, we will use range of independent lotteries where each xij ≤ 0.63.
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Maximal in Distributional Range and Truthfulness

Plugging an MIDR algorithm into VCG yields a truthful mechanism
Simply VCG applied to the “smaller” problem of finding the best
lottery in R, which we solve optimally.

Upshot
Reduced designing a truthful mechanism to designing an
approximation algorithm of this MIDR variety.
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Designing MIDR Algorithms

A good MIDR Algorithm achieves a good “trade-off” between
approximation ratio, and runtime

At one extreme: R = all distributions
Approximation ratio = 1
NP-hard if the problem is NP-hard

At another extreme: R = {x} a singleton
Definitely polytime
Approximation ratio is terrible

Is there a “sweet spot”?
Large enough for good approximation
Small/well-structured enough for polytime optimization
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Overview

The forefather of most of the recent progress
Considers welfare maximization mechanism design problems.
Reduces the design of approximate mechanisms to the design of
linear programming relaxations satisfying certain conditions.

Theorem (Lavi and Swamy)
Consider a welfare-maximization problem. If

the problem can be written as a packing integer linear program
with integrality gap at most α,
the PILP can be solved in polynomial time,
and there is an algorithm that shows integrality gap α,

then an α-approximate MIDR algorithm can be generically derived in
polynomial time.
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Recall: Combinatorial Auctions

V1 V2 V3

n players, m items.
Private valuation vi : set of items→ R.

vi(S) is player i’s value for bundle S.
There may be item dependencies

Goal
Partition items into sets S1, . . . , Sn to maximize

∑
i vi(Si)

The Lavi/Swamy LP Technique 19/39



Packing Linear Integer Programs

Generic PILP
(A, v ≥ 0)

max
∑

i v
T
i x

s.t. Ax ≤ b
x ≥ 0
x ∈ Zm

Example: Configuration PILP for CA

max
∑

iS vi(S)xiS
s.t.

∑
S xiS ≤ 1, for i ∈ [n].∑
i,S3j xiS ≤ 1, for j ∈ [m].

xiS ∈ {0, 1} , for i ∈ [n], S ⊆ [m].

The Lavi/Swamy LP Technique 20/39



Packing Linear Integer Programs

Definition (Integrality Gap)
A PILP has integrality gap at most α if, for every objective v ∈ Rm

+ , the
ratio of the welfare of the best fractional solution and the best integer
solution is at most α.

The Lavi/Swamy LP Technique 20/39



Packing Linear Integer Programs

Definition (Integrality Gap)
A PILP has integrality gap at most α if, for every objective v ∈ Rm

+ , the
ratio of the welfare of the best fractional solution and the best integer
solution is at most α.

Note: must hold for all nonnegative objectives v.
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Packing Linear Integer Programs

Definition
An algorithm for a PILP shows an integrality gap of α if, for every
objective v ∈ Rm

+ , it always outputs an integer solution with objective
value at least 1/α of that of the best fractional solution, in expectation.
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Packing Linear Integer Programs

X

Definition
An algorithm for a PILP shows an integrality gap of α if, for every
objective v ∈ Rm

+ , it always outputs an integer solution with objective
value at least 1/α of that of the best fractional solution, in expectation.

Commonly, such an algorithm “rounds” the optimal fractional solution of
the LP, but this is not necessary.

The Lavi/Swamy LP Technique 20/39



Recall: Theorem Statement

Theorem (Lavi and Swamy)
Consider a welfare-maximization problem. If

the problem can be written as a packing integer linear program
with integrality gap at most α,
the PILP can be solved in polynomial time,
and there is an algorithm that shows integrality gap α,

then an α-approximate MIDR algorithm can be generically derived in
polynomial time.

The Lavi/Swamy LP Technique 21/39



Proof Sketch: Algorithm Outline

MIDR α-approximate Algorithm
1 Scale the feasible set down by the integrality gap.
2 Find the optimal solution x of the scaled LP.
3 Let Dx be a distribution over integer solutions with expectation x.
4 Output a sample from Dx.

If scaled LP inside the
convex hull of integer
solutions, then algorithm
is well-defined and MIDR.

To be implementable in
polynomial time, must
show how to efficiently
sample from Dx.
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Proof Sketch: Scaling Lemma

Lemma
Let P be the polytope from the LP, with integrality gap α. Let I be the
convex hull of its integer points.

αP ⊆ I
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Proof Sketch: Scaling Lemma

Lemma
Let P be the polytope from the LP, with integrality gap α. Let I be the
convex hull of its integer points.

αP ⊆ I

Interpretation
Each feasible point of the scaled LP αP can be interpreted as a
distribution over integer solutions.
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Proof Sketch: Scaling Lemma

Lemma
Let P be the polytope from the LP, with integrality gap α. Let I be the
convex hull of its integer points.

αP ⊆ I

Proof by the seperating hyperplane theorem.

X
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Proof Sketch: Scaling Lemma

Lemma
Let P be the polytope from the LP, with integrality gap α. Let I be the
convex hull of its integer points.
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Proof by the seperating hyperplane theorem.
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Proof Sketch: Sampling Lemma

Lemma
Assume black-box access to algorithm showing integrality gap α for
the linear program P . For every point x ∈ αP , we can efficiently
construct a small-support distribution Dx on I with Ey∼Dx [y] = x.

X

Observe that a distribution Dx with small-support exists by
Caratheodory’s theorem, given previous lemma.
This lemma generalizes a classic theorem of Grotschel, Lovasz
and Schrijver.
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Applications and Limitations

Many applications
Combinatorial auctions with general valuations:

√
m

Generalized assignment problem: 2

Routing problems
. . .

Requirements prevent further application:
Requires a linear programming relaxation
Must be a packing LP.
The integrality gap must be bounded for all objectives

e.g. Combinatorial auctions with restricted valuations
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Overview

Adapts traditional relax-solve-round framework to mechanism
design.
As discussed, MIDR requires exactly solving a sub-problem.
Whereas relaxations can usually be solved exactly, rounding
breaks “maximality-in-range.”

Idea: Rounding Anticipation
Anticipate the effect of the rounding algorithm when solving the
relaxation.

Synthesis in a proposal by Feige.
Dobzinski, Fu, and Kleinberg:

CA with subadditive valuations, O( logm
log logm ).

Dughmi, Roughgarden, and Yan:
CA with coverage valuations, 1− 1/e.
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Relax-Solve-Round Framework

Given an optimization problem over some discrete set Ω.

v

Approximation Algorithm

1 Relax to a convex program over polytope P.
2 Solve the convex program
3 Round the fractional solution to an integral one

(Randomized) Rounding scheme r : P → Ω.
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Relax-Solve-Round Framework
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X v
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Approximation and Truthfulness

Difficulty
Most approximation algorithms in this framework not MIDR, and hence
cannot be made truthful.

Due to “lack of structure” in rounding step.
e.g. Combinatorial auctions.
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Proposal: Anticipate the Rounding

Algorithm
1 Relax: maximize vTx

E[

vT r(x)

]

subject to x ∈ P

2 Solve: Let x∗ be the optimal solution of relaxation.
3 Round: Output r(x∗)

Usually, we solve the LP then round the fractional solution

Instead, incorporate rounding into the objective
Find fractional solution with best rounded image
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Proposal: Anticipate the Rounding

Algorithm
1 Relax: maximize vTx E[vT r(x)]

subject to x ∈ P
2 Solve: Let x∗ be the optimal solution of relaxation.
3 Round: Output r(x∗)

Usually, we solve the LP then round the fractional solution
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X

Lemma
For any rounding scheme r, this algorithm is maximal in distributional
range.

Maximizing over the range of rounding scheme r.

Difficulty
For most traditional rounding schemes r, this is NP-hard.

Next, we show a “non-traditional” rounding algorithm combinatorial
auctions.
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Recall: Combinatorial Auctions

V1 V2 V3

n players, m items.
Private valuation vi : set of items→ R.

vi(S) is player i’s value for bundle S.
There may be item dependencies

Goal
Partition items into sets S1, . . . , Sn to maximize

∑
i vi(Si)
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Coverage Valuations
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Coverage Valuations

Capability Space
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Coverage Valuations

Capability Space
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Fractional Relaxation of Combinatorial Auctions

∑
i xij ≤ 1, for all j.

xij ≥ 0, for all i, j.

0.50.25

0.25
0

0.5 0.5
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Rounding Algorithms for CA

0.50.25

0.25
0

0.5 0.5

Obvious Rounding (x)
Independently for each item
j, give j to player i with
probability xij .

Optimizing welfare(r(x))
over all x ∈ P is NP-hard.

Poisson Rounding (x)
Independently for each item
j, give j to player i with
probability 1− e−xij .

Can optimize welfare(r(x))
over x ∈ P in polynomial
time!
Note: 0.63x ≤ 1− e−x ≤ x

Rounding Anticipation 34/39



Rounding Algorithms for CA

0.50.25

0.25

Obvious Rounding (x)
Independently for each item
j, give j to player i with
probability xij .

Optimizing welfare(r(x))
over all x ∈ P is NP-hard.

Poisson Rounding (x)
Independently for each item
j, give j to player i with
probability 1− e−xij .

Can optimize welfare(r(x))
over x ∈ P in polynomial
time!
Note: 0.63x ≤ 1− e−x ≤ x

Rounding Anticipation 34/39



Rounding Algorithms for CA

0
0.5 0.5

Obvious Rounding (x)
Independently for each item
j, give j to player i with
probability xij .

Optimizing welfare(r(x))
over all x ∈ P is NP-hard.

Poisson Rounding (x)
Independently for each item
j, give j to player i with
probability 1− e−xij .

Can optimize welfare(r(x))
over x ∈ P in polynomial
time!
Note: 0.63x ≤ 1− e−x ≤ x

Rounding Anticipation 34/39



Rounding Algorithms for CA

0.50.25

0.25
0

0.5 0.5

Obvious Rounding (x)
Independently for each item
j, give j to player i with
probability xij .

Optimizing welfare(r(x))
over all x ∈ P is NP-hard.

Poisson Rounding (x)
Independently for each item
j, give j to player i with
probability 1− e−xij .

Can optimize welfare(r(x))
over x ∈ P in polynomial
time!
Note: 0.63x ≤ 1− e−x ≤ x

Rounding Anticipation 34/39



Rounding Algorithms for CA

0.50.25

0.25
0

0.5 0.50.22
0.22

0.39
0.39 0.39

Obvious Rounding (x)
Independently for each item
j, give j to player i with
probability xij .

Optimizing welfare(r(x))
over all x ∈ P is NP-hard.

Poisson Rounding (x)
Independently for each item
j, give j to player i with
probability 1− e−xij .

Can optimize welfare(r(x))
over x ∈ P in polynomial
time!
Note: 0.63x ≤ 1− e−x ≤ x

Rounding Anticipation 34/39



Rounding Algorithms for CA

0.50.25

0.25

0.22
0.22

0.39

Obvious Rounding (x)
Independently for each item
j, give j to player i with
probability xij .

Optimizing welfare(r(x))
over all x ∈ P is NP-hard.

Poisson Rounding (x)
Independently for each item
j, give j to player i with
probability 1− e−xij .

Can optimize welfare(r(x))
over x ∈ P in polynomial
time!
Note: 0.63x ≤ 1− e−x ≤ x

Rounding Anticipation 34/39
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Proof Overview

Theorem (Dughmi, Roughgarden, and Yan ’11)
There is a polynomial time, 1− 1/e approximate, MIDR algorithm for
combinatorial auctions with coverage valuations.

Lemma (Polynomial-time solvability)
The expected welfare of rounding x ∈ P is a concave function of x.

Implies that finding the rounding-optimal fractional solution is a convex
optimization problem, solvable in polynomial time.

Lemma (Approximation)
For every set of coverage valuations and integer solution y ∈ P,

welfare(r(y)) ≥ (1− 1/e)welfare(y)

Implies that optimizing welfare of rounded solution over P gives a
(1− 1/e)-approximation algorithm.
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Proof: Polynomial-time Solvability

Proof.
Fix fractional solution {xij}ij

xij is fraction of item j given to player i.

Poisson rounding gives j to i with probability 1− e−xij .
Let random variable Si denote set given to i.
Want to show that E[

∑
i vi(Si)] is concave in variables xij .

By linearity of expectations and the fact concavity is preserved by
sum, suffices to show E[vi(Si)] is concave for fixed player i.
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Proof: Polynomial-time Solvability

Fraction: x1 x2
Probability: 1− e−x1 1− e−x2

Capability Space

A B
C

Value=
Pr[Cover A] +
Pr[Cover B] + Pr[Cover C]

Suffices to show each term
concave

Pr[Cover A] = 1− e−x1

Pr[Cover B] = 1− e−x2

Pr[Cover C] = 1− e−(x1+x2)

All these probabilities are concave, and this generalizes.
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Relation to Lavi/Swamy

Lavi-Swamy can be interpreted as rounding anticipation for a “simple”
rounding algorithm

Rounding algorithm rounds fractional point x of LP to distribution
Dx with expectation αx.
The LP objective and the welfare of the rounded solution are the
same, up to a universal scaling factor α.

X

X
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Recap

Examined the main paradigm for the design of truthful+polytime
mechanisms for multi-parameter settings, namely
maximal-in-distributional-range algorithms.
Presented two representative techniques for the design of these
algorithms, viewed through a unifying lens.
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